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How much better can you make an already 
award-winning product by a new software 
update?

In an industry where products were traditionally 
based on hardware, wisi was early on committed to a 
software-based approach towards functionality. This 
enabled us to provide the customers with continuous 
improvements also for existing installations. How-
ever, when adding new features and new functional-
ity over time, eventually you reach a limit where the 
existing architecture does not allow further additions. 
Sometimes the hardware itself  is the limiting factor, 
but sometimes the internal structure or the software 
simply is not designed for the new features. Address-
ing this issue often means a complete redesign of  the 
software, which is of  course something entirely differ-
ent from just adding a new feature.

Being committed to software, wisi decided to go the 
rather unusual way of  redesigning major parts of  the 
existing architecture for the over five-year-old prod-
ucts. And the results are stunning!

Background
The Tangram and Chameleon products from wisi are 
all based on a combination of  an fpga and a cpu. The 
functionality covers most aspects of  a modern tv distri-
bution headend; reception, remultiplexing, scrambling/
descrambling, stream processing and modulation.

While some parts of  the functionality would “natu-
rally” be implemented in either the cpu or the fpga, 
it is less obvious where to implement other parts of  
the functionality. An fpga is very good at handling 
non-dynamic and synchronous data flows, and the 
traditional fpga development models are also focused 
on this. Modern development models often include a 
traditional cpu instantiated inside the fpga.

What wisi did was neither the traditional nor the 
modern way; we decided to create something new by 

allowing a symbiotic relationship between the cpu and 
the fpga. We also implemented an asynchronous mod-
el inside the fpga controlled by the cpu, which allowed 
an extremely dynamic distribution of  the performance 
without sacrificing the fpga resources (e.g. fpga gates 
or logics).

“What WISI did was neither the traditional 
nor the modern way; we decided to create 
something new by allowing a symbiotic 
relationship between the CPU and the FPGA.“

This new model resulted in an increase of  the to-
tal throughput to more than four times higher than 
before. ip input/output was equally boosted from 200 
mbit/s to 850 mbit/s, while at the same time handling 
the dynamic behaviour of  ip where the number of  
inputs and outputs can scale from a few high bitrate 
mpts to more than a hundred low, variable bitrate 
spts. As if  that was not enough, the lower resource 
consumption of  the new model allowed us to support 
all variants of  ip fec, to increase the scrambling/de-
scrambling performance by magnitudes and addition-
ally to support not only dvb-csa but also aes-128. Not 
to mention perfected pcr correction, ip de-jittering and 
burst suppression, or seamless switching and deter-
ministic packet replacement... the list continues!

All this did not come without a cost – the cost of  de-
velopers to understand, create and implement this new 
model. And not just any developers: on our journey, 
we realised that old school fpga developers had very 
little use of  their experience – in fact, experience from 
the traditional, synchronous fpga model was rather 
an obstacle. In addition, the partitioning between fpga 
and cpu developers had to be removed – the symbiotic 
relationship between the cpu and the fpga required 
new, much more integrated development between the 
fpga and the cpu developer.
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So why expose ourselves to a high-risk software 
project to renew a five-year-old product? Would not 
simply a new, modernised hardware have done the job?

The short answer is no. An fpga with twice the re-
sources might have improved some parameters, but far 
from all. The lack of  dynamic behaviour would have 
affected also a new hardware in such a way that the to-
tal performance increase would not match the resource 
increase. Moreover, new functionality like aes-128 as 
well as perfected features like pcr correction would not 
have come automatically with a new hardware.

“… the new software architecture – and 
especially our unique asynchronous model 
– will allow us to improve performance by 
an even larger factor than the increase of 
resources.“

On the contrary, the new software architecture – and 
especially our unique asynchronous model – will allow 
us to improve performance by an even larger fac-
tor than the increase of  resources. By doing the new 
architecture before a new hardware, we know exactly 
which bottlenecks we need to address. And last but not 
least, doing the development on an existing and well-
proven hardware allowed the focus to be entirely on 
the new features instead of  the far to common scenario 
where a new architecture is developed in parallel with 
the new hardware. 

Process
Doing a development project not really based on 
existing design models has its challenges. As much 
as experience is valuable, it also acts as an obstacle – 
experience turns the new non-traditional models into 
something unknown and sometimes risky. This we 
addressed in two different ways:

An asynchronous system behaviour is something 
which is almost exclusively adopted in a cpu software 
environment. Most of  the time it is handled as part 
of  an operating system, but it can also play a more 
integral part of  a system design. By defining our com-
plete system in a more cpu software oriented model, 

we avoided the traditional fpga models in the initial 
design.

Secondly, having an fpga developer rather fresh out 
of  university in the team helped us keep an open mind 
while doing the actual fpga implementation. This was 
important not to fall back into an old, experience-
based model.

Doing the complete design in one combined model 
also made it possible to place the actual implementa-
tion of  each part where it was best suited – this gave 
us the really tight, symbiotic relationship between our 
cpu and fpga that maximises the performance of  our 
hardware. By having the cpu very closely coupled with 
the fpga, we are also able to implement e.g. search 
algorithms in a way that we even have room for future, 
complex optimisations done in the cpu, even if  the 
actual search is performed in the fpga. 

“… having an FPGA developer rather fresh out 
of university in the team helped us keep an 
open mind while doing the actual FPGA imple-
mentation.“

Technology
A frequent word in this paper, which was used almost 
as a mantra during our development, is asynchronism. 
But what is it, and what good does it do in an fpga 
implementation?

The actual inputs and outputs of  a headend are 
typically synchronous – e.g. a modulated signal is a 
continuous flow of  data, and has to be received or 
transmitted at regular intervals. Multiple inputs and/
or outputs have to be handled separately, in parallel. 
And true parallelism is one area where an fpga is supe-
rior to any cpu.

The model for remultiplexing, i.e. “mixing” between 
multiple parallel inputs and outputs, and various kinds 
of  processing, e.g. scrambling or descrambling, is not 
as obvious. Designing the process to handle the full 
amount of  data for all inputs and outputs would en-
sure all possible configurations to be supported, but at 
the cost of  a very high resource consumption, where 



WISI White Paper
HEADEND 3.0

3

in most cases it is not even needed – especially when 
adding the dynamics of  ip where both the bitrate and 
the number of  inputs could vary by a very large factor.

“… we can guarantee the maximum perfor-
mance is always available, disregarding the 
input/output configuration.“

This is where our asynchronous model comes in 
handy; by designing the remultiplexing and process-
ing parts to be independent from the individual inputs 
and outputs, and allowing the available processing 
power to be shared throughout the complete system, 
we can guarantee the maximum performance is always 
available, disregarding the input/output configuration. 
The asynchronous model will also allow all dynamical 
parts of  the remultiplexing, e.g. searches, to share the 
available performance in the best possible way.

As easy as it may sound, there are still a lot of  other 
advanced technologies required to make this complete 
model work in reality; exact timestamping, buffering, 
and determinism to name a few. And even with the 
design model and technologies in place, the architec-
ture and actual implementation have been a challenge 
to realise. 

But we dared. And succeeded in transforming our ex-
isting products into a new high-performance headend 
by a software update! 

Patrik Lantto, VP of  Technology 
patrik.lantto@wisi.se

Summary
WISI has redesigned major parts of the architecture 
for our existing Tangram and Chameleon products. 
We have created something new by allowing a sym-
biotic relationship between the CPU and the FPGA, 
and implementing an asynchronous model inside 
the FPGA controlled by the CPU. 

This new model has resulted in an increase of the 
total throughput to more than four times higher 
than before, as well as allowed us to support all va-
riants of IP FEC, to increase the scrambling/descram-
bling performance by magnitudes and additionally 
to support new functionality like AES-128. With 
our new Headend 3.0 we have designed a software 
update that transforms our existing Tangram and 
Chameleon products into a new high-performance 
headend.


